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Bolometers & NTDs
• Low heat capacity — very 

temperature sensitive 

• Neutron transmutation doped 
(NTD) Ge sensor 

• Resistance very sensitive to 
temperature 

• Method has good energy 
resolution 

• NTD meet technical needs for 
CUPID bolometers
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TES Requirements
• Change in TES current response is relatively large… 

• …but absolutely small 

• Use SQUIDs to amplify signal 

• Default operation is 1 SQUID per TES 

• Requires magnetic shielding 

• Minimize noise by moving SQUIDs closer to TES 

• Power dissipation 

• Magnicon SQUID: 1 nW 

• Shunt Resistor: 20 pW 

• Scaling up to CUORE sized electronics would require 
O(μW) cooling power!
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Physics Motivation: Neutrinoless Double-Beta Decay

! 

! 

! 

! 
0"!! 2"!! 

Odd-Odd 
nuclei

Even-Even 
nuclei

Assumes BR 0ν/2ν = 1% and detector energy resolution is 2%

dramatic progress in our ability to compensate for high-
momentum physics that is cut out !see, e.g., Bogner et al.
"2003#$, but reliably correcting for low energy excitations
such as core polarization is a longstanding problem. Par-
tial summation of diagrams, a tool of traditional
effective-interaction theory, is helpful but apparently not
foolproof.

In the long term these issues will be solved. As al-
ready mentioned, the coupled-cluster approximation, an
expansion with controlled behavior, is being applied in
nuclei as heavy as 40Ca. With enough work on three- and
higher-body forces, on center-of-mass motion, and on
higher-order clusters, we should be able to handle 76Ge.
The time it will take is certainly not short, but may be
less than the time it will take for experimentalists to see
neutrinoless double beta decay, even if neutrinos are in-
deed Majorana particles and the inverted hierarchy is
realized. And the pace of theoretical work will increase
dramatically if the decay is seen. Observations in more
than one isotope will only make things better. Our opin-
ion is that the uncertainty in the nuclear matrix elements
in no way reduces the attractiveness of double beta de-
cay experiments. Given enough motivation, theorists are
capable of more than current work seems to imply.

VI. EXPERIMENTAL ASPECTS

A. Background and experimental design

Double beta decay experiments are searching for a
rare peak "see Fig. 5# upon a continuum of background.
Observing this small peak and demonstrating that it is
truly !!"0"# is a challenging experimental design task.
The characteristics that make an ideal !!"0"# experi-
ment have been discussed "Elliott and Vogel, 2002; Zde-
senko 2002; Elliott, 2003#. Although no detector design
has been able to incorporate all desired characteristics,
each includes many of them. "Section VII.C describes
the various experiments.# Here we list the desirable fea-
tures:

• The detector mass should initially be large enough to
cover the degenerate mass region "100–200 kg of iso-

tope# and be scalable to reach the inverted-hierarchy
scale region "%1 ton of isotope#.

• The !!"0"# source must be extremely low in radio-
active contamination.

• The proposal must be based on a demonstrated tech-
nology for the detection of !!.

• A small detector volume minimizes internal back-
grounds, which scale with the detector volume. It
also minimizes external backgrounds by minimizing
the shield volume for a given stopping power. A
small volume is easiest with an apparatus whose
source is also the detector. Alternatively, a very large
source may have some advantage due to self-
shielding of a fiducial volume.

• Though expensive, the enrichment process usually
provides a good level of purification and also results
in a "usually# much smaller detector.

• Good energy resolution is required to prevent the
tail of the !!"2"# spectrum from extending into the
!!"0"# region of interest. It also increases the signal-
to-noise ratio, reducing the background in the region
of interest. Two-neutrino double beta decay as back-
ground was analyzed by Elliott and Vogel "2002#.

• Ease of operation is required because these experi-
ments usually operate in remote locations and for
extended periods.

• A large Q!! usually leads to a fast !!"0"# rate and
also places the region of interest above many poten-
tial backgrounds.

• A relatively slow !!"2"# rate also helps control this
background.

• Identifying the daughter in coincidence with the !!
decay energy eliminates most potential backgrounds
except !!"2"#.

• Event reconstruction, providing kinematic data such
as opening angles and individual electron energies,
can reduce background. These data might also help
distinguish light- and heavy-particle exchange if a
statistical sample of !!"0"# events is obtained.

• Good spatial resolution and timing information can
help reject background processes.

• The nuclear theory is better understood in some iso-
topes than others. The interpretation of limits or sig-
nals might be easier for some isotopes.

Historically, most !! experiments have faced U and
Th decay-chain isotopes as their limiting background
component. A continuum spectrum arising from
Compton-scattered # rays, ! rays "sometimes in coinci-
dence with internal conversion electrons#, and $ par-
ticles from the naturally occurring decay chains can
overwhelm any hoped for peak from the !!"0"# signal.
This continuum is always present because U and Th are
present as contaminants in all materials. The level of
contamination, however, varies from material to mate-

FIG. 5. The distribution of the sum of electron energies for
!!"2"# "dotted curve# and !!"0"# "solid curve#. The curves
were drawn assuming that %0" is 1% of %2" and for a 1!&
energy resolution of 2%.
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Experimental challenges
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Q: Is Neutrino its own antiparticle?
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•C — Error-free channel capacity 
         # of bits per second

•B — channel bandwidth
•S/N — Signal-to-noise power ratio

•C ∝ How quickly we can get answer

•B ∝ Rate of measurements,  

        ∝decay rate (mass)

•S/N — Signal-to-background ratio

Shannon-Hartley capacity

Usually considered a 
governing equation in 
telecommunication
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•Increase “bandwidth”: mass (M) 
and exposure (t)

•reduce “noise”: background (b) and 
energy resolution (dE)

•Engineering challenge: large system 
without sacrificing S/N



CUORE: Bolometers
Measure energy deposition
through temperature rise
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CUORE TeO2 crystal:
•5X5X5 cm3, 750g each
•ΔT≈0.1mK/MeV at 10mK
•τ ~ 1 second

CUORE thermistor
•Neutron Trans-Doped (NTD) Ge
•R0=3~4Ohm, T0~1K
•R=R0e√T0/T

•  ~100MOhm at 10mK High-impedance, Slow, BW~kHz / ch



CUORE: crystal array
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CUORE: cryostat

•  10 mK baseline temperature 
–  750 kg of crystals 
–  Copper supporting structure 

•  ~20 tons at various low 
temperature 

•  Low background 
–  Built with radio-pure materials 
–  Roman lead shield from ancient 

shipwreck, <4mBq/kg 210Pb 
•  Low vibrations 

–  Separated suspension for the 
crystal tower and DR 

•  Minimal maintenance and dead 
time 
–  Cryogen free DR 



Light channel for background discrimination
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Improvement in CUPID



Transition edge sensor

11Low-impedance, Fast, BW~MHz / ch
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TES Requirements
• Change in TES current response is relatively large… 

• …but absolutely small 

• Use SQUIDs to amplify signal 

• Default operation is 1 SQUID per TES 

• Requires magnetic shielding 

• Minimize noise by moving SQUIDs closer to TES 

• Power dissipation 

• Magnicon SQUID: 1 nW 

• Shunt Resistor: 20 pW 

• Scaling up to CUORE sized electronics would require 
O(μW) cooling power!
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Get data out of cryogenic environment
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Bolometers & NTDs
• Low heat capacity — very 

temperature sensitive 

• Neutron transmutation doped 
(NTD) Ge sensor 

• Resistance very sensitive to 
temperature 

• Method has good energy 
resolution 

• NTD meet technical needs for 
CUPID bolometers
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TES Requirements
• Change in TES current response is relatively large… 

• …but absolutely small 

• Use SQUIDs to amplify signal 

• Default operation is 1 SQUID per TES 

• Requires magnetic shielding 

• Minimize noise by moving SQUIDs closer to TES 

• Power dissipation 

• Magnicon SQUID: 1 nW 

• Shunt Resistor: 20 pW 

• Scaling up to CUORE sized electronics would require 
O(μW) cooling power!
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SQUID

Bias
Out

10 mK

600 mK

300 K

Rsh = 20 mΩ

L = 6 nH

Rfb = 10 kΩ

RTES = 0.5 Ω

Highly undesirable to run thousands of 
wires, meters long, from Troom to TmK

•Heat load.
•Noise and interference.
•Sheer complexity.



Beautiful nightmare

13One of Google quantum computers at a lab near Santa Barbara, California



Proposed solution: CMOS @ <4K
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Conventional CMOS designed to work
at <4K temperature.
Massive multiplexing (either digital or analog)
Low-noise Transimpedance Amplifier (TIA)
replaces SQUID (stretch goal.  noise figure 
appears to be competitive)

Rsh RTES

Rf

Cf

Vo

Tp Ts

A

TIA

17'

•Multiplexer
•Cable driver
•Digitizer
Split-temperature solution

~kHz / ch~MHz / ch

Amplify early, digitize early!



State-of-the-art cold electronics
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77K – LArPix for DUNE, D. Dwyer et. al.  ~5W/m2 power
LArPixBv1:$Design$Concept$

Jan.$30,$2017$ LArPix$Ini4al$Results$ 4$
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PhysRevApplied.3.024010

digital address. This technology is ideally located in close
proximity to the qubits to avoid latency and synchroniza-
tion challenges that arise when signals propagate over
length scales comparable to the electromagnetic wave-
length (typically centimeters for quantum-control wave-
forms). Physically integrating the switch matrix and qubit
system has the further advantage of significantly reducing
the wiring and interconnect density by making use of
lithography (or multichip module packaging) to provide
connection fan-out. In this way, we envisage a switch
matrix that receives multiplexed data on a small number of
transmission lines and decodes these address data to
operate large numbers of parallel switches (see Fig. 2).
Multiplexing of this kind will likely be essential for
operation in cryogenic environments where large numbers
of parallel transmission lines add a sizeable heat load when
carrying signals between stages that are at different temper-
atures. The use of superconducting materials is key, as
these materials can dramatically reduce the cross section
and thereby thermal load of transmission lines without
degrading electrical performance [30].
A switch matrix with elements that act as variable

impedances can also be configured to enable the amplitude
and phase of the prime waveforms to be individually
adjusted before arriving at each qubit. By incorporating
a calibration routine or feedback scheme, this approach can

be used to account for the variation in physical parameters
that will inevitably occur with systems comprising large
numbers of qubits.
Various technologies appear suitable for constructing

such a switch matrix, including semiconducting devices
[31–33], mechanical systems [34,35], and supercon-
ducting logic [36,37]. For qubit technologies built from
semiconductors [21,38], field-effect-based devices are
ideally suited owing to their subnanosecond switching
speed, gigahertz transmission bandwidth, low dissipation,
small footprint, cryogenic compatibility, and opportunity
for integration with qubits. Below we demonstrate the
operation of such devices using GaAs high-electron-
mobility transistor (HEMT) circuits configured as a
switch matrix with variable amplitude and phase response.
We note that complex circuits constructed from HEMTs
demonstrate that these devices are well suited to extensive
fan-out [39].

B. HEMT switching elements

A prototype HEMT-style microwave switch based on a
GaAs=Al0.3Ga0.7As heterostructure is shown in Figs. 3(a)
and 3(b). Fabrication of these switching elements follows a
similar procedure to quantum-dot qubit devices (allowing
easy integration). The mesa is wet etched using sulphuric
acid before Au=Ge=Ni Ohmic contacts are thermally
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FIG. 2. Schematic of a control microarchitecture that distrib-
utes subsystems across the various temperature stages of a
dilution refrigerator, depending on the available cooling power
(image is of a Leiden Cryogenics CF450). A millikelvin switch
matrix on the same chip as the qubit device or close to it steers
a small number of control pulses to qubits using addressing
information from cryogenic logic at 4 K. The matrix will
incorporate a level of digital decoding to enable switch
addresses to be transmitted on a relatively small number of
serial lines.The cryogenic logic also interfaces with multiplexed
readout and digital-to-analog converters (DAC). The 4-K stage
typically has a cooling power of approximately 1 W, with the
20-mK stage having less than 10 !W.

FIG. 3. Characterization of a HEMT switch as a building block
for the PL-AL architecture. (a) Microscope photograph of
the device fabricated on GaAs=Al0.3Ga0.7As heterostructure.
(b) Schematic cross section showing the coplanar line diverted
through the 2DEG. A negative voltage (!300 mV) on the top
gate increases the impedance of the switch, reflecting the input
signal. (c) Transmission as a function of frequency for the on
(blue) and off (red) state. (d) Example of time-domain response.
When the gate voltage (green) is zero, the 120-MHz sine wave
provided at the switch input is propagated to the output (blue),
and not otherwise. (e) Modulating a carrier signal through the
2DEG with a sinusoidal gate voltage creates sidebands. The
amplitude of the sidebands as a function of frequency indicates a
(1–2)-ns switching time.

CRYOGENIC CONTROL ARCHITECTURE FOR LARGE- … PHYS. REV. APPLIED 3, 024010 (2015)

024010-3

014701-2 Conway Lamb et al. Rev. Sci. Instrum. 87, 014701 (2016)

FIG. 1. Isometric view of modular printed circuit boards (PCBs). (a) Power-distribution board. (b) (i) Front and (ii) rear view of motherboard with fast
(large) and slow (small) expansion connectors visible. (c) (i) High-speed dual-channel DAC daughterboard and (ii) low-speed 36-channel DAC daughterboard.
(d) Edge-view of extrusions on the 36-channel DAC heatsink. (e) Modular enclosure, partially filled, and mounted beneath the 4-K stage of a Leiden Cryogenics
CS450 dilution refrigerator. A high-speed DAC daughterboard and a low-speed DAC daughterboard fill one high-speed and one low-speed expansion slot,
respectively. Details of the components used are given in Table I.

programming lines, and are suitable for modules which do not
need high-bandwidth communication with the motherboard.
Various communication protocols are possible using the low-
speed connectors; for example, we have made use of a clock-
line, a sync-line, and 16 data-lines to transmit 16-bit words
using a two-word address/command packet followed by a
variable-length data packet. In this paper, we do not describe
further the separate daughterboard modules, which can be
customised for specific applications.

B. FPGA

Several semiconductor devices, such as bipolar junction
transistors and diodes, su↵er from carrier freeze-out at deep
cryogenic temperatures, owing to the small fraction of donors
that remain ionized. In contrast, the presence of large electric
fields in complementary metal-oxide semiconductor (CMOS)
devices leads to field-induced donor ionization.2 Carrier
freeze-out e↵ects can be suppressed by these fields to the
extent that digital circuits can continue to operate at deep
cryogenic temperatures. In selecting fabrication processes that
are compatible with cryogenic operation, the presence of high
dielectric constant (high-K) dielectrics to suppress transistor
gate-leakage provides an indication that large electric fields
are present. The FPGA device examined here, for instance, is

manufactured on the TSMC Ltd. 28 nm process node, which
makes use of hafnium-oxide between gate and channel.27

The sole active component on the motherboard is a Xilinx
Artix-7 FPGA in a 484-pin ball grid array package and is
pin-compatible with 15k–100k (wire-bond package) and 200k
(flip-chip package) logic element versions of the integrated
circuit (IC).28 The Artix-7 is the lowest power of Xilinx’s 7-
series FPGAs and has 0.9–13.1 Mb of on-chip block random
access memory (RAM), and 45–740 DSP slices, each with
a 25 ⇥ 18-bit multiplier. DSP configuration options include
pre- and post-adders and a 48-bit accumulator.29 High speed
grade and low power variants are available.30 The specific
device tested is an XC7A50T-2FGG484C, which has 50k
logic elements, has 2.7 Mb of block RAM and 120 DSP
slices, and comes from the common “�2” speed-grade bin
in the commercial temperature range (0-85 �C). We have
also examined Spartan-3 and Spartan-6 devices, finding them
both to be operational at deep cryogenic temperatures. These
simpler FPGAs are ideal for adding functionality to the
daughterboards, for example, in parsing data to a DAC.

C. Printed circuit board (PCB) design

The motherboard is an 80 mm ⇥ 80 mm, 8-layer FR4
PCB, with all layers using 35 µm (1 oz) of copper, as shown

http://aip.scitation.org/doi/pdf/10.1063/1.4939094
http://aip.scitation.org/doi/pdf/10.1063/1.4979611
http://aip.scitation.org/doi/pdf/10.1063/1.4939094
http://aip.scitation.org/doi/pdf/10.1063/1.4979611
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Schematic structure of a CMOS chip, as built in the early 2000s. The graphic shows LDD-MISFET's on an SOI substrate with five metallization layers and solder bump for flip-chip bonding. It also shows the section for FEOL (front-end of line), BEOL (back-end of line) and first parts of back-end process.

https://en.wikipedia.org/wiki/Integrated_circuit

Because of 
industrial support!

https://en.wikipedia.org/wiki/FEOL
https://en.wikipedia.org/wiki/BEOL
https://en.wikipedia.org/wiki/FEOL
https://en.wikipedia.org/wiki/BEOL
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Fig. 6.23. Measured MOSFET output curves for gate voltages between 1 and 2 volts.
The n-channel MOSFET has a channel length of 0.8 µm and 100 µm width.

gate is biased well above threshold the channel is in “strong inversion” and the
current change is more gradual.

The output curves of a MOSFET resemble those of a JFET. Figure 6.23 shows
the measured output curves for an n-channel MOSFET. At low drain voltages the
drain current increases approximately linearly with drain voltage. In this regime –
the “linear region” – the MOSFET acts like a resistor. At higher drain voltages –
beyond the “saturation voltage” – the drain current tends to saturate, although it
still increases gradually with drain voltage and exhibits a finite output resistance.
The drain voltage required to attain saturation increases with operating current.
Textbooks frequently give the saturation voltage as VDsat = VG ! VT , where
VT is the threshold voltage, but this only holds for very small currents and in
practice grossly underestimates the saturation voltage.

The saturation regime is most useful for amplifiers, as it maximizes both the
transconductance and the output resistance. In saturation and strong inversion

ID =
W

L

µCox

2
(VG ! VT )2 , (6.38)

where W is the width of the channel, L the length (measured from source to
drain), µ the mobility of the carriers in the channel, and Cox the gate capacitance
per unit area !ox/dox. From this follows the transconductance

gm =
W

L
Coxµ(VG ! VT ) =

W

L

!ox

dox
µ(VG ! VT ) =

!
W

L
· !ox

dox
µ · ID . (6.39)

For a given device the transconductance depends primarily on the drain current
ID, as also shown for a JFET.

Figure 6.24 shows the transconductance vs. drain current for an NMOS
transistor operated a su!ciently high drain voltage to ensure operation in the
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Formation of the conducting channel can be understood by analyzing a sim-
ple metal-oxide-semiconductor (MOS) capacitor, as illustrated in Figure 6.19
together with the potential levels and band structure. In equilibrium the chemi-
cal potential (the Fermi level) is constant throughout the system. This sets the
levels of the metal and semiconductor relative to one another. The energy re-
quired to remove an electron from either the metal or the semiconductor is the
work function, !M and !Si.

In its natural state, however, the band structure is not flat as just shown. The
discontinuity in the crystal structure and charge trapped at the surface change
the potential at the surface, so the bands bend as shown in middle panel of
Figure 6.19.
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Fig. 6.21. Potential distribution along the channel and into the bulk of an n-channel

MOSFET. The device orientation is shown at the top (a). In the second figure (b)

the source and drain potentials are equal and the gate is adjusted to make the Fermi
level constant throughout the device, so the bands are flat. Under these conditions

there is no conducting channel between the source and drain. In the third figure
(c) the gate voltage is made positive to invert the surface and form a conductive

channel. In this mode the device is resistive. In the fourth figure (d) the drain

voltage is made positive and adjusted beyond saturation. The Fermi levels for holes
EFp and electrons EFn are also shown. Note the variation of EFp with depth (x

coordinate). (From Sze 1981. c!John Wiley & Sons, reproduced with permission.)
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Fig. 6.18. Schematic structure of a MOSFET. A conducting channel (hatched region)

is formed by applying a positive voltage to the capacitively coupled gate electrode.

The field oxide establishes well-controlled surface conditions adjacent to the device.

with current. This behavior is not included in the simple abrupt junction model
used to derive eqn 6.33. Although the physical mechanism is quite di!erent, this
behavior is similar to MOSFETs, as will be described in the next section.

The frequency response of an FET is limited by the charging time constant
of the gate-to-channel capacitance CGC together with the channel resistance, so
the corner frequency

fC =
1
2!

· gm

CGC
! 1

2!
· gm

CGS
. (6.36)

The gate–channel capacitance is approximately equal to the gate–source capaci-
tance. As this depends on the profile of the depletion region, it is correlated with
the transconductance and in the saturation regime can be expressed as

CGC =
g2

m

2ID

L2

µ
, (6.37)

which clearly shows the dependence on channel length L (Sevin 1965). In prac-
tice, a numerical simulation including velocity dependent mobility is necessary
to predict actual device characteristics.

The FET still provides gain beyond fC , but the input is no longer purely
capacitive, as the channel resistance introduces a significant resistive component.
The corner frequency fC is typically in the GHz range, i.e. much higher than
the typical frequencies of interest in semiconductor detector systems.

6.2.2 Metal-oxide-semiconductor field e!ect transistors

Unlike a JFET, where a conducting channel is formed by doping and its ge-
ometry is modulated by the applied voltages, the MOSFET changes the carrier



0.1− 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8
 (V)dsV

4−

2−

0

2

4

6

8

6−10×

 (A
)

dsI

m NMOS at 100 mKµm/10µIV Scans for 0.5

0 50 100 150 200 250 300
Temperature (K)

0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65 (V
)

th
 V

Threshold Voltage vs Temperature

m NMOSµm/10µ0.5

m PMOSµm/0.25µ10

Threshold Voltage vs Temperature

0 50 100 150 200 250 300
Temperature (K)

6−10

5−10

4−10

3−10

 (S
)

m
 M

ax
 g

Max Transconductance

m NMOS, Linear Regionµm/10µ0.5

m NMOS, Saturation Regionµm/10µ0.5

m PMOS, Linear Regionµm/0.25µ10

m PMOS, Saturation Regionµm/0.25µ10

Max Transconductance

Does MOSFET work in the cold?

18

TSMC 180nm Process

R. Huang et. al. Cryogenic Characterization of 180 nm CMOS Technology at 100 mK, JINST 15 (2020) P06026



Cryogenic device modeling
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Semicond. Sci. Technol. 19 1381; 0.25µm CMOS

BSIM – Berkeley Short-channel IGFET Model (IGFET – Insulated-Gate Field-Effect Transistor)  Chenming Hu et. al. 
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Longevity
• Hot electron effect:

• Electrons in the channel get accelerated enough 
to cause impact ionization and cause damage

• Analogous to radiation damage

• Mitigation: lower the voltage

• Analog swing reduces.  Needs optimization

• Annealing?
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P = U · I
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•Transistors can work at ~nA and <1V
•sub-threshold amplifier design

•Driving capability implications
•Noise implications
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.param SN=0 SP=0

.lib BSIM3_180.lib

.param VDD=1.8
* absolute voltage error tolerance
.options vntol=1E-9
* absolute current error tolerance
.options abstol=1E-15
* absolute charge tolerance
.options chgtol=1E-15
* relative error tolerance
.options reltol=1e-6
* Conductance added to every PN junction to aid convergence
.options Gmin=1E-15
* .options maxstep=1E-9
* use double-float (>6)
.options numdgt=7

Ctrl+Right-Click on n(p)mos4 symbol, change `Prefix' to `X',
change `SpiceModel' to `NM' or `PM' to use subckt defined in .lib.
`Value' can be used to specify L, W, and M
 
Right-click on plot->File->Export data as text to export curves..param VrstL=1.25

.param VrstH=0
* .step param VinDC 1.4 1.6 10u
* .dc V4 {1.2} {VDD} 10u
* .tf V(Vout) V4
.op
* .ac dec 100 1 100Meg
* .noise V(Vout) I3 dec 100 1 100Meg
.tran 2m

.MEAS DC Ids FIND Ix(U4:D) AT 1.5

* Step through a list of Vds values, using index.
* .step param idxVds list 0 1 2 3 4 5
* .param Vds table(idxVds, 0,0, 1,0.1, 2,0.5, 3,1.0, 4,1.5, 5,2.0)

???

???

??????

???

???



Heat generation (digital)
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100TWh/year globally
DOI: 10.1126/science.aba3758


0.1% global electricity consumption
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~10-15J per switching



Power wall for CPUs
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Center for Nanoscience and Technology 2

Power Density

! What is the underlying cause of this power dissipation?
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Charge redistribution ADC
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 MT-021

either leaves S1 connected to VREF or connects it to ground depending on the comparator output 
(which is high or low depending on whether the voltage at node A is negative or positive, 
respectively). A similar process is followed for the remaining two bits. At the end of the 
conversion interval, S1, S2, S3, S4, and SIN are connected to AIN, SC is connected to ground, and 
the converter is ready for another cycle.   
 
 

_

+

_

+
C/ 4C/ 2C C/ 4

AIN

VREF

SIN

SC

S1 S2 S3 S4

BIT1
(MSB)

BIT2 BIT3
(LSB)

SWITCHES SHOWN IN TRACK (SAMPLE) MODE

AA

CTOTAL = 2C

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3: 3-Bit Switched Capacitor DAC 
 
Note that the extra LSB capacitor (C/4 in the case of the 3-bit DAC) is required to make the total 
value of the capacitor array equal to 2C so that binary division is accomplished when the 
individual bit capacitors are manipulated.  
 
The operation of the capacitor DAC (cap DAC) is similar to an R-2R resistive DAC. When a 
particular bit capacitor is switched to VREF, the voltage divider created by the bit capacitor and 
the total array capacitance (2C) adds a voltage to node A equal to the weight of that bit. When 
the bit capacitor is switched to ground, the same voltage is subtracted from node A.  
 
HISTORICAL PERSPECTIVES ON SAR ADCS 
 
The basic algorithm used in the successive approximation (initially called feedback subtraction) 
ADC conversion process can be traced back to the 1500s relating to the solution of a certain 
mathematical puzzle regarding the determination of an unknown weight by a minimal sequence 
of weighing operations (Reference 1). In this problem, as stated, the object is to determine the 
least number of weights which would serve to weigh an integral number of pounds from 1 lb to 
40 lb using a balance scale. One solution put forth by the mathematician Tartaglia in 1556, was 
to use the series of weights 1 lb, 2 lb, 4 lb, 8 lb, 16 lb, and 32 lb. The proposed weighing 
algorithm is the same as used in modern successive approximation ADCs. (It should be noted 
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that this solution will actually measure unknown weights up to 63 lb rather than 40 lb as stated in 
the problem). The algorithm is shown in Figure 4 where the unknown weight is 45 lbs. The 
balance scale analogy is used to demonstrate the algorithm.  
 

XXXTEST

IS X t 32 ? YES Î RETAIN 32  Î 1

ASSUME X = 45

IS X t (32 +16) ? NO  Î REJECT 16 Î 0

IS X t (32 +8) ? YES Î RETAIN 8   Î 1

IS X t (32 +8 + 4) ? YES Î RETAIN 4   Î 1

IS X t (32 +8 + 4 + 2) ? NO   Î REJECT 2   Î 0

IS X t (32 +8 + 4 + 2 + 1) ? YES Î RETAIN 1    Î 1

X = 32 + 8 + 4 + 1   =   4510 =    1011012TOTALS:

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4: Successive Approximation ADC Algorithm 
 
Early implementations of the successive approximation ADC did not use either DACs or 
successive approximation registers but implemented similar functions in a variety of ways. In 
fact, early SAR ADCs were referred to as sequential coders, feedback coders, or feedback 
subtractor coders. The term SAR ADC came about in the 1970s when commercial successive 
approximation register logic ICs such as the 2503 and 2504 became available from National 
Semiconductor and Advanced Micro Devices. These devices were designed specifically to 
perform the register and control functions in successive approximation ADCs and were standard 
building blocks in many modular and hybrid data converters.  
 
From a data conversion standpoint, the successive approximation ADC architecture formed the 
building block for the T1 PCM carrier system and is still a popular architecture today, but the 
exact origin of this architecture is not clear. Although countless patents have been granted 
relating to refinements and variations on the successive approximation architecture, they do not 
claim the fundamental principle.  
 
The first mention of the successive approximation ADC architecture (actually a sequential 
coder) in the context of PCM was by J. C. Schelleng of Bell Telephone Laboratories in a patent 
filed in 1946 (Reference 2). The design does not use an internal DAC, but implements the 
approximation process in a somewhat novel manner involving the addition of binary weighted 
reference voltages. Details of this vacuum tube design are discussed in the patent.  
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Binary search
O(log n)

https://www.analog.com/media/en/training-seminars/tutorials/MT-021.pdf
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What’s the fundamental limit?
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Landauer’s principle:
minimum energy for erasing one bit of information
irreversibly.  memset() has an energy cost.

R. Landauer 

Irreversibility and Heat Generation 
in the Computing Process 

Abstract: It i s  argued  that computing machines inevitably involve devices which perform logical functions 
that do not have a single-valued inverse. This logical irreversibility i s  associated with physical irreversibility 
and requires a minimal  heat generation, per machine cycle, typically of the order of kT for each irreversible 
function. This dissipation serves the purpose of standardizing signals and  making them independent of their 
exact  logical history. Two simple, but representative, models of bistable devices are subjected to a more 
detailed analysis of switching kinetics to yield the relationship between speed and energy dissipation, and 
to estimate the effects of errors induced by thermal fluctuations. 

1. Introduction 

The search for faster and  more compact  computing  cir- 
cuits  leads  directly to  the question: What  are  the ultimate 
physical limitations on  the progress in this  direction? In 
practice the limitations are likely to be set by the need for 
access to  each logical element. At this time, however, it is 
still hard  to understand  what physical requirements  this 
puts on  the degrees of freedom which bear  information. 
The existence of a  storage  medium  as  compact as  the 
genetic one indicates that  one  can go very far  in  the 
direction of compactness, at least if we are prepared to 
make sacrifices in the way of speed and  random access. 

Without considering the question of access, however, 
we can show, or at least very strongly suggest, that  infor- 
mation processing is inevitably accompanied by a  certain 
minimum amount of heat generation. In a general way 
this is not surprising. Computing, like all processes pro- 
ceeding at a finite rate, must involve some dissipation. 
Our arguments, however, are more basic than this, and 
show that  there is a minimum  heat  generation,  independ- 
ent of the  rate of the process. Naturally the  amount of 
heat generation involved is many orders of magnitude 
smaller than  the  heat dissipation in  any practically con- 
ceivable device. The relevant point, however, is that  the 
dissipation has a real function and is not just an unneces- 
sary nuisance. The  much larger  amounts of dissipation in 
practical devices may be serving the same  function. 

Our conclusion about dissipation can  be anticipated in 
several ways, and  our  major contribution will be a tight- 
ening of the concepts involved, in a  fashion which will 
give some  insight  into the physical requirements for logi- 
cal devices. The simplest way of anticipating our conclu- 
sion is to note that a  binary device must  have at least one 

degree of freedom associated with the information. Clas- 
sically a degree of freedom is associated with kT of 
thermal energy. Any switching signals passing between 
devices must  therefore have this  much energy to override 
the noise. This argument does not  make  it clear that  the 
signal energy must  actually be dissipated. An alternative 
way of anticipating our conclusions is to refer to  the argu- 
ments by Brillouin and earlier  authors,  as  summarized by 
Brillouin in his book, Science and Information Theory,' 
to  the effect that  the measurement  process  requires  a 
dissipation of the order of kT.  The computing process, 
where the setting of various elements depends upon the 
setting of other elements at previous times, is closely akin 
to a  measurement. It is difficult, however, to  argue  out 
this  connection in a more exact  fashion. Furthermore, 
the arguments  concerning the measurement process are 
based on the analysis of specific models (as will some of 
our arguments about  computing),  and the specific models 
involved in  the measurement analysis are rather  far  from 
the kind of mechanisms involved in  data processing. In 
fact  the arguments  dealing  with the measurement  process 
do  not define measurement very well, and avoid the very 
essential question: When is a system A coupled to a sys- 
tem B performing  a  measurement? The mere fact  that 
two physical systems are coupled  does  not in itself require 
dissipation. 

Our main argument will  be a refinement of the follow- 
ing  line of thought.  A  simple  binary device consists of a 
particle in a bistable potential well shown in Fig. 1. Let 
us arbitrarily label the particle in the left-hand well as the 
ZERO state.  When the particle is in the  right-hand well, 
the device is in the ONE state. Now consider  the  operation 183 
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that do not have a single-valued inverse. This logical irreversibility i s  associated with physical irreversibility 
and requires a minimal  heat generation, per machine cycle, typically of the order of kT for each irreversible 
function. This dissipation serves the purpose of standardizing signals and  making them independent of their 
exact  logical history. Two simple, but representative, models of bistable devices are subjected to a more 
detailed analysis of switching kinetics to yield the relationship between speed and energy dissipation, and 
to estimate the effects of errors induced by thermal fluctuations. 

1. Introduction 

The search for faster and  more compact  computing  cir- 
cuits  leads  directly to  the question: What  are  the ultimate 
physical limitations on  the progress in this  direction? In 
practice the limitations are likely to be set by the need for 
access to  each logical element. At this time, however, it is 
still hard  to understand  what physical requirements  this 
puts on  the degrees of freedom which bear  information. 
The existence of a  storage  medium  as  compact as  the 
genetic one indicates that  one  can go very far  in  the 
direction of compactness, at least if we are prepared to 
make sacrifices in the way of speed and  random access. 

Without considering the question of access, however, 
we can show, or at least very strongly suggest, that  infor- 
mation processing is inevitably accompanied by a  certain 
minimum amount of heat generation. In a general way 
this is not surprising. Computing, like all processes pro- 
ceeding at a finite rate, must involve some dissipation. 
Our arguments, however, are more basic than this, and 
show that  there is a minimum  heat  generation,  independ- 
ent of the  rate of the process. Naturally the  amount of 
heat generation involved is many orders of magnitude 
smaller than  the  heat dissipation in  any practically con- 
ceivable device. The relevant point, however, is that  the 
dissipation has a real function and is not just an unneces- 
sary nuisance. The  much larger  amounts of dissipation in 
practical devices may be serving the same  function. 

Our conclusion about dissipation can  be anticipated in 
several ways, and  our  major contribution will be a tight- 
ening of the concepts involved, in a  fashion which will 
give some  insight  into the physical requirements for logi- 
cal devices. The simplest way of anticipating our conclu- 
sion is to note that a  binary device must  have at least one 

degree of freedom associated with the information. Clas- 
sically a degree of freedom is associated with kT of 
thermal energy. Any switching signals passing between 
devices must  therefore have this  much energy to override 
the noise. This argument does not  make  it clear that  the 
signal energy must  actually be dissipated. An alternative 
way of anticipating our conclusions is to refer to  the argu- 
ments by Brillouin and earlier  authors,  as  summarized by 
Brillouin in his book, Science and Information Theory,' 
to  the effect that  the measurement  process  requires  a 
dissipation of the order of kT.  The computing process, 
where the setting of various elements depends upon the 
setting of other elements at previous times, is closely akin 
to a  measurement. It is difficult, however, to  argue  out 
this  connection in a more exact  fashion. Furthermore, 
the arguments  concerning the measurement process are 
based on the analysis of specific models (as will some of 
our arguments about  computing),  and the specific models 
involved in  the measurement analysis are rather  far  from 
the kind of mechanisms involved in  data processing. In 
fact  the arguments  dealing  with the measurement  process 
do  not define measurement very well, and avoid the very 
essential question: When is a system A coupled to a sys- 
tem B performing  a  measurement? The mere fact  that 
two physical systems are coupled  does  not in itself require 
dissipation. 

Our main argument will  be a refinement of the follow- 
ing  line of thought.  A  simple  binary device consists of a 
particle in a bistable potential well shown in Fig. 1. Let 
us arbitrarily label the particle in the left-hand well as the 
ZERO state.  When the particle is in the  right-hand well, 
the device is in the ONE state. Now consider  the  operation 183 
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CMOS hits thermal limit at ⇠ 100kBT
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What can we do?
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Least action principle:
Don’t do anything unless absolutely necessary.
→Digitize early and lazily
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Unconventional ADC
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In section 2, the pixel principle is described and the noise performances are analyzed. ADC dimensioning and circuit 
optimization required to reach LWIR imaging needs and 2mK sensitivity are also discussed. In section 3, the first 
electro-optical characterization results of the 320x256 HgCdTe LWIR focal plane array are given. 

 

 

2. PIXEL PRINCIPLE, DIMENSIONNING AND DESIGN 
2.1 Pixel-level ADC principle 

The ADC principle is shown on Figure 1. The current flowing through the photodiode discharges the integration 
capacitor. When the potential on the capacitor’s node goes below the threshold voltage, the comparator’s output toggles. 
This signal feeds the counter and activates the recharge of the capacitor through a reset voltage. So, an increment of the 
counter corresponds to a given amount of collected charges (Cint*¨V) that defines the ADC LSB. This technique can 
therefore be referred to as charge packets counting. Seen in another way, the analog front-end (integrator and 
comparator) performs a current-to-frequency conversion and the counter evaluates the average frequency by counting the 
number of signal edges during a given integration time. 

 
Figure 1. Diagram of the pixel-level ADC using a charge packets counting technique. 

 

2.2 SNR analysis and ADC dimensioning 

A proper dimensioning of the pixel key parameters like well capacity, LSB value and counter size is very important. Our 
circuit targets LWIR imaging applications at f/2 aperture and 50fps frame rate with a 25µm pixel pitch. The snapshot 
Integrate-While-Read (IWR) capability of the ROIC allows almost full frame integration time. 

A careful evaluation of the different noise sources is necessary to assess the overall SNR. The behavior of this pixel-level 
ADC is quite specific and in addition to the quantization noise other contributions related to the multiple reset 
mechanism must be taken into account. An analytical approach was used to model the pixel noise. We identified two 
main contributions: the comparator noise and the reset noise. Both introduce an uncorrelated uncertainty (unitary noise, 
noted ıu) on the value of the charge packet at each comparison / reset cycle. Consequently, for these two noise sources, 
the final noise at the end of the integration period is related to the number cycles (nreset) and thus to the number N of 
collected electrons as expressed below. 
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Noise
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•Thermal (Johnson, white) noise goes way down

•1/f noise is of major concern.
•Promising indication from extrapolation.
•Model prediction is poor.
•Measurement will tell more.

Vn,rms =
p
4kBTR�f
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CMOS @ <4K for massive signal extraction
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Summary
• Developing a deep-cryogenic CMOS solution to 

address the Quantum Sensors’ data plumbing challenge
• 1st set of measurements done
• 1st chip being produced
• Further design in progress

• Potentially benefit the broader QIS/cryogenic 
community

• Team:
• Carl Grace, Aikaterini Papadopoulou, Dario Gnani 

(Engineering)
• Roger Huang, Yury Kolomensky (UCB/NSD)
• Aritoki Suzuki (PD), Maxim Marchevsky (ATAP)

• Support: LDRD FY20,FY21; UCB/LBNL facilities
• Responded to DOE/NS QIS FOA in May 2019
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